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« This work proposes a hierarchical multi-agent « The Additive Latency Problem: Initial system testing revealed that - The Reasoning Bottleneck: Benchmarking the core vision model (Gemini 2.5
architecture for vision-based interaction in Mixed sequential routing (User -> Supervisor -> Vision Agent) introduced Flash) revealed highly unpredictable total response times. Across multiple
Reality (MR). unacceptable additive latency for Mixed Reality, effectively doubling iIsolated test runs on the exact same frame, latency fluctuated significantly,
+ The target system connects a Unity MR response times. ranging from roughly 4.4 to 7.2 seconds.
environment to an LLM-powered backend, » Latency Variance: OpenTelemetry traces confirmed this variance is directly
utilizing a supervisor agent to route visual Equation 1. Latency model used for OpenTelemetry-based tracing tied to the model's internal chain-of-thought reasoning phase. For an identical
queries to specialized sub-agents. Trotar = Thetwork T+ A tsupervisor + Atyision + Trim input image, the model's thoughts_token_count swung wildly from 183 to 570
» Deploying a full multi-agent team introduces tokens per run, proving that current reasoning models introduce unpredictable
latency challenges; therefore, the foundation _ | | | | cognitive overhead that breaks real-time MR interaction limits.
must be optimized for real-time interaction. . Phage 1 Isolatlon. Strategy: To bU|Iq a viable hlerarchlc_al system,_ the - o . _ , ,
| heaviest computational node—the Vision Agent—must first be optimized. Igure 3. (a) System Benchmarking: Representative execution log illustrating
- Thls prototype serves as a proof-of-c?oncept, This experimental setup temporarily bypasses the supervisor to evaluate the total response cycle for one frame b) Distributed Trace Visualization
|solat|ng and evalua}mg the core Vision Agent to visual-processing path in isolation.
determine the real-time viability of an LLM- == Inage 1: frane_8995.png ===
grounded backend before broader multimodal _ o _ Events: 1
integration. - Benchmarking Pipeline: Local headset frames are loaded from disk, Description:

(a) This image displays a panoramic view of an urban cityscape, Llikely

dynamically Compressed from PNG to JPEG to minimize network payload, taken from a high vantage point, with numerous buildings stretchi
. _ . ng into the distance under a partly cloudy blue sky. An overlay of
Background and processed directly by the Vision Agent via a Google ADK runner. The digital performance metrics, including a graph and text like "com

core vision model evaluated in this benchmarking pipeline is Gemini 2.5 JCRLIERD. B i as WAS ABthil Ll S N CREE) ey £

. . " d white, indicating data such as CPU and GPU load, power consumpti
What IS MUItl'Agent. FIaSh on, and battery status. A concrete ledge forms the immediate foreg

round, looking out over the dense city towards a body of water on

A multi-agent system divides a complex task Figure 2. Visual-Processing Benchmarking Pipeline the horizon.
across specialized agents instead of relying on 0s s 2 s s
a single monolithic model. 9 T

* This structure supports modularity by i i i i
separating responsibilities such as coordination, / MR Client (Meta Quest 3) \ / Network Optimization \ (b)
reasoning, and response generation. / g TV "
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[ Compressed } * Telemetry Granularity: Server-side tracing is needed to separately measure

Why Multi-Agent for MR?

 Recent work on proactive AR agents highlights
the value of context-aware assistance that
reduces interaction burden during everyday
tasks.

* A multi-agent design provides a scalable way to
organize these functions, allowing the system to
easily expand as richer MR inputs and APls are

introduced. e
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JPEG network latency and pure LLM inference time.

* Model Optimization: The critical next step is migrating the Vision Agent to a
non-reasoning, lightweight model to eliminate cognitive overhead and force
e l latency under a stable 2-second threshold.

 Live Unity Integration: Transitioning the pipeline from evaluating local disk

frames to processing live camera streams directly from the Meta Quest 3
Google ADK Framework - headset.
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